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Abstract 

Peer-to-peer (P2P) systems have recently received increasing attention from both 
research and industry communities. This increasing popularity is due to the ability 
of such systems to combine resource contributions from individual peers into a 
large shared-by-all pool of resources.  The concept of P2P was introduced first in the 
domains of file sharing, video streaming and distributed databases. Recent advances 
in microprocessors architecture and networks permit one to consider new 
applications like distributed high performance computing. However, the 
implementation of this new type of application on P2P networks gives raise to 
numerous challenges like heterogeneity, scalability and robustness. In addition, 
existing transport protocols like TCP and UDP are not well suited to this new type of 
application. 

P2PDC is a decentralized and robust environment for the implementation of high 
performance computing applications on peer-to-peer networks and was developed 
recently by CDA staff at LAAS-CNRS. 
 
Unlike existing solutions, this environment allows frequent direct communications 
between peers. It is based on a self-adaptive communication protocol (P2PSAP) that 
can reconfigure itself dynamically by choosing the most appropriate communication 
mode between any peers according to decisions concerning the scheme of 
computation that are token at the application level or elements of context at 
transport level, like topology. The P2PSAP protocol is divided into two layers, a 
transport layer and a physical layer that includes the underlying network. This 
physical layer allows currently the use of Ethernet and Infiniband networks. 
 
This memory aims to design and develop a physical layer that implements the 
communications on high performance MX/Myrinet network and this to improve the 
efficiency of high performance computing applications. This new layer allows the 
protocol to dynamically reconfigure not only based on algorithms chosen at 
application layer but also according to the type of underlying network by being able 
to choose the most appropriate physical layer for a given communication between 
two peers. 
 
In this memory, we present the different steps to reach our contribution. 
 

 

 

 

 

 



 3 

Résumé 

Les systèmes pair-à-pair (P2P) ont récemment reçu une attention croissante de la 
part de la recherche et des industriels. Cette popularité croissante est due à la 
capacité de ces systèmes à partager les ressources de chaque pair. Le concept de 
pair à pair (P2P) a connu récemment de grands développements dans les domaines 
du partage de fichiers, du streaming vidéo et des bases de données distribuées. Le 
développement du concept de parallélisme dans les architectures de 
microprocesseurs et les avancées en matière de réseaux à haut débit permettent 
d'envisager de nouvelles applications telles que le calcul intensif distribué.  
Cependant, la mise en œuvre de ce nouveau type d'application sur des réseaux P2P 
pose de nombreux défis comme l'hétérogénéité des machines, le passage à l'échelle 
et la robustesse. Par ailleurs, les protocoles de transport existants comme TCP et 
UDP ne sont pas bien adaptés à ce nouveau type d'application. 
 
P2PDC est un environnement décentralisé et robuste pour la mise en œuvre des 
applications de calcul haute performance sur les réseaux pair à pair et a été 
développé récemment par l’équipe CDA au LAAS-CNRS.  
 
Contrairement aux solutions existantes, cet environnement permet des 
communications directes et  fréquentes entre les pairs. Il est basé sur un protocole 
de communication auto-adaptatif (P2PSAP) qui peut se reconfigurer en adoptant le 
mode de communication le plus approprié entre les pairs en fonction de choix 
algorithmiques relevant de la couche application ou d'éléments de contexte comme 
la topologie au niveau de la couche réseau. 
Le protocole P2PSAP est divisé en deux couches, une couche de transport et une 
couche physique qui inclut le réseau sous-jacent. Cette couche physique permet 
actuellement l'utilisation de réseaux Ethernet et Infiniband.  
 
Ce mémoire a pour objectif de présenter le concept et le développement d’une 
couche physique qui met en œuvre les communications sur le réseau à haute 
performance MX/Myrinet et cela afin d'améliorer les performances des applications 
de calcul intensif. Cette nouvelle couche permet au protocole de reconfigurer 
dynamiquement non seulement en se basant sur des algorithmes choisis au niveau 
de la couche d'application, mais aussi selon le type de réseau sous-jacente en étant 
capable de choisir la couche physique la plus appropriée pour une communication 
donnée entre deux pairs.  
 
Dans ce mémoire, nous présentons les différentes étapes de notre contribution. 
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General Introduction 

The importance of high performance computing (HPC) is rapidly growing because 
more and more scientific and technical problems are being studied on the basis of 
computer simulations. HPC offers analysts, engineers and scientists the computing 
resources they need to make vital decisions, to promote product innovations, to 
speed up research and development, and to reduce time to market. So Super- 
computers were introduced, and due to their high speed processing ability most 
important technological activities use supercomputers in fundamental and essential 
ways. 

However, supercomputers are very expensive and use a lot of power. In addition, 
they cannot evolve with the permanent apparition of technologies because it adopts 
their proprietary architecture. 

Recently, Peer-to-Peer (P2P) applications have known great developments. These 
applications were originally designed for file sharing, e.g. Gnutella [gnu] or FreeNet 
[fre] and are now considered to a larger scope from video streaming to system 
update and distributed database. Recent advances in microprocessors architecture 
and networks permit one to consider new applications like High Performance 
Computing (HPC) applications.  

It is in this context that P2PDC (Peer-to-Peer Distributed Computing) [Nguyen 
2010], a decentralized environment of Peer-to-Peer HPC was developed by the team 
CDA at LAAS-CNRS. 

The application components of P2PDC rely on self-adaptive communication protocol 
stack called (Peer-to-Adaptive Self-peer communication protocol) P2PSAP [Elbaz 
2010]. 

Our objective is to design and fit into the graph of the protocol stack P2PSAP, a layer 
that implements communication between machines connected to a Myrinet 
network.  

This memory is organized as follows: 

 Chapter 1 presents the laboratory LAAS-CNRS and CDA team where I do my 
internship. Then we introduce the subject of this internship. 

 
 Chapter 2 presents a state of the art in domains that inspire the contribution 

of this memory. We concentrate first on peer-to-peer systems. Afterwards, 
we precise approaches related to distributed computing, i.e. grid computing, 
global computing and peer-to-peer high performance computing. 
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 Chapter 3 describes the Peer-To-Peer Self Adaptive communication 
Protocol, a self-adaptive communication protocol dedicated to peer-to-peer 
high performance computing. We display the architecture of P2PSAP and 
details self-adaptive mechanisms of the protocol for peer-to-peer high 
performance computing. 

 

 Chapter 4 gives an overview of the operation and the features of the Myrinet 
network: a high performance network that we use as a low layer of P2PSAP 
protocol to improve the performance of high computing applications. 
 

 Chapter 5 explains the concepts related to the development of this 
additional layer that will be added to the graph of the protocol stack of 
P2PSAP. Then, the internal structure of this layer is given and the 
interactions between its different components are explained, also choices 
and self-adaptation mechanisms and dynamic reconfiguration of the stack 
P2PSAP mechanisms are explained and justified. 
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CHAPTER I: Preamble 

1.1 Introduction 
This internship is part of the following ANR-CIP project coordinated by Dr. EL BAZ, 
for high computing and numerical simulation.  

In this chapter we will give an idea about the LAAS laboratory where I spent six 
months to complete this project, and the CDA team with whom I worked and who 
have supported me throughout this period.  

Then we will introduce the topic of this internship. 

1.2  LAAS 
The Laboratory of Analysis and Architecture of Systems (LAAS) is a CNRS research 
unit associated with the six founding members of the University of Toulouse:  

 Université Paul Sabatier (UPS),  
 Institut National des Sciences Appliquées de Toulouse (INSA),  
 Institut National Polytechnique de Toulouse (INP), 
 Institut Supérieur de l’Aéronautique et de l’Espace (ISAE), 
 Université du Mirail (UTM), 
 Université Toulouse 1 Capitole (UT1). 

LAAS’ research activities fall within the domain of Information Sciences and 
Technologies and address complex systems (artificial and sometimes natural) 
generally heterogeneous, and at different scales, to devise theories, methodologies 
and tools for modeling, designing and controlling them.  Research, innovation and 
transfer are tied. The lab has a history of strong relationships with industry and 
works in a large number of collaborative projects with international, national and 
regional industries of all size. LAAS was one of the 20 first “Carnot Institutes” 
labeled in 2006. 

The systems considered in its research are of different kinds: integrated systems, 
embedded systems with real time and safety requirements, distributed systems, 
mobile systems, autonomous and robotics systems, micro and nano systems, 
biological systems. They fall in various application domains such as aeronautics and 
space, telecommunications, transports, production, services, security and defense, 
energy management, healthcare, environment and sustainable development. The 
scientific research is distributed into height main topics:  

 Critical Infomation Processing  
 Networks and Communications  
 Robotics  
 Decision and Optimization 
 MicroNanosystems RF and Optical 
 Nano-Engineering and Integration 
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 Energy Management 
 MicroNanoBio Technologies 

1.3  CDA Group 
The CDA team plays a part in addressing the different challenges in distributed 
computing. They consider both traditional domains of research related to the design 
of distributed algorithms like determining the global state of a distributed system 
for distributed determination detection purpose and new challenges related to the 
solution of complex or large scale problems in combinatorial optimization or 
numerical simulation using techniques such as peer to peer distributed computing 
in a massive parallelism context. As a consequence, the research work of the team 
concerns as well the design and analysis of distributed algorithms as the design of 
distributed computing environments. The former topic is considered for example in 
the framework of ANR project Smart Surface, the latter topic is studied in the 
framework of the ANR project CIP. CDA team works in particular on hybrid 
computing. Dr. Didier El BAZ, the manager of this team, has received an NVIDIA 
Academic Partnership.   
The CDA team aims particularly at developing the concept of asynchronism which 
constitutes a major challenge for the advancement of distributed computing at a 
very large scale. This concept is gaining considerable attention today since large 
distributed systems must cope with the very asynchronous nature of 
communication networks, dynamicity and the presence of faults in the system. In 
particular, researches are made on asynchronous iterative algorithms which are 
particularly well suited to the massive distribution context. Studies are developed 
for high performance distributed processing on dedicated architectures as in the 
ANR Smart Surface project and on general architectures.  

1.4  Presentation of subject 
With the presence of high speed backbone networks, high performance and cost-
effective solutions that share common resources like supercomputers have been 
proposed; they correspond to Grid Computing, peer-to-peer high performance 
computing that share the goal of better utilizing computing resources connected to 
the network. 
 
In order to obtain good efficiency of High Performance Computing (HPC) 
applications, new transport protocols have to be designed. Existing transport 
protocols like TCP [TCP 1981] and UDP [UDP 1980] were originally designed to 
provide ordered and reliable transmission to the application or datagram service, 
respectively and are no longer adapted to real-time and distributed computing 
applications. We also note that TCP and UDP cannot reconfigure their own 
structure. Moreover, the message-based transport protocol seems better suited to 
HPC applications than the classical stream-based communication. Recently, new 
transport protocols have been standardized like SCTP [SCTP 2000] and DCCP 
[Kohler 1999]. Nevertheless, these protocols still do not offer the modularity needed 
in the context of HPC. 

http://www.laas.fr/SMART-SURFACE/
http://www.laas.fr/CIS-CIP/
http://projects.laas.fr/NVIDIAacademic/
http://projects.laas.fr/NVIDIAacademic/
http://www.laas.fr/SMART-SURFACE/


 11 

Thus, the application components of P2PDC rely on self-adaptive communication 
protocol stack called (Peer-to-peer Self Adaptive communication Protocol) P2PSAP 
[Elbaz 2010] which covers the transport layers, network, link and physical of the 
OSI reference model. 
The protocol P2PSAP is divided in two layers, a transport layer and a physical layer 
which is encompassed to support communications on different networks, i.e. 
Ethernet, InfiniBand and Myrinet. This protocol can configure itself automatically 
and dynamically in function of application requirements and elements of context. 
The performance of a peer-to-peer high performance computing application is 
closely related to this of the underlying network. 
 
So this internship is to extend the capabilities of peer to peer self-adaptive protocol 
P2PSAP developed for high computing applications. P2PSAP protocol on which is 
based the high computing environment P2PDC was allowed to use Infiniband or 
Ethernet networks.  
 
In this internship we will focus on the development of capabilities P2PSAP to 
perform calculations on clusters Myrinet. 

1.5  Conclusion 
In this chapter, we have presented the subject of this project and its objective. 
In the next chapter, we will introduce the peer-to-peer systems and the distributed 
computing to position the project in this context. 
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CHAPTER II: Peer-to-Peer systems 
and Distributed Computing 

2.1 Introduction 
This chapter presents a state of the art in domains that inspire the contribution of 
this internship. Section 2.2 concentrates on peer-to-peer systems: the definition and 
characteristics of peer-to-peer systems are presented. We describe also in this 
section different architectures of peer-to-peer systems. In the section 2.3, we 
present some approaches related to distributed computing. 

2.2  Peer-to-peer systems 

2.2.1 Introduction to Peer-to-Peer systems 
Peer-to-peer (P2P) systems have recently become a very active research area, due 
to the popularity and widespread use of P2P systems today, and their potential uses 
in future applications. Recently, P2P systems have emerged as a popular way to 
share huge amounts of data. They are now considered to a larger scope from video 
streaming to system update and distributed database. 
In the future, the advent of large-scale ubiquitous computing makes P2P a natural 
model for interaction between devices. 
By [Dejan 2003], the term peer-to-peer refers to a class of systems and applications 
that use distributed resources to perform a function in a decentralized manner. 
In principle, in peer-to-peer systems, all participants play a similar role. This differs 
from client/server architectures, in which some computers are dedicated to serving 
the others. For example in the case of file sharing on peer-to-peer networks, 
computers are taking part in turn to supply and demand, they can be client and 
server as well; they are peers. 
Developing peer-to-peer systems is hard because they must be deployed on a high 
number of nodes, which can be autonomous, refusing to answer to some requests or 
even unexpectedly leaving the system. Such volatility of nodes is a common 
behavior in P2P system and can be interpreted as fault during tests. 
Despite of this, P2P systems are popular because of the many benefits they offer: 
scalability, adaptation, self-organization, load-balancing, robustness, availability 
through massive replication, and the ability to pool together and harness large 
amounts of resources. 

2.2.2 Characteristics 
We distinguish several characteristics of peer-to-peer systems: 
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2.2.2.1 Decentralization 

A centralized entity may become a bottleneck and constitute a single failure point of 
the overall system. Peer-to-peer systems reduce less or more this drawback 
according to their architecture (see section 2.2.3). Nevertheless, the less the entities 
are centralized in the peer-to-peer systems, the more the implementation is difficult. 
 

2.2.2.2  Scalability 

The scalability of a P2P network is often described as the main quality of such a 
system. Scaling is often defined in relationship with the size of the problem and not 
in relationship with the size of the system.  
In [Jourjon 2005] G. Jourjon and D. El Baz have proposed a definition of the principle 
of scalability for a computing system on a peer-to-peer network: the scalability of a 
P2P network designed for high performance computing is its capacity to maintain 
its efficiency when peers join or leave the system. 
Aspects related to efficiency of a high performance computing system over a P2P 
network are numerous, including the routing efficiency, the search effectiveness, the 
algorithm's speed, etc. 

2.2.2.3  Transparency 

System transparency concept is further extended into several classes in [Cou01]. 
In P2P systems, we typically observe: 

 Location transparency: resources accessed without knowledge about their 
location; 

  Concurrency transparency: several processes can use the resource 
simultaneously and they don't have to know about the concurrency control;  

 Mobility (migration) transparency: allows the movement of resources - 
the concept of transience - sources of information constantly changing 
locations;  

 Performance transparency: allows the system to be reconfigured as loads 
vary; 

 Scaling transparency:  system and applications can expand without changes 
to accommodate a growing load. 

2.2.2.4  Robustness 

Robustness, in a general point of view, is the system's ability to maintain stability 
when a fault occurs. Faults in a peer-to-peer network are the failures of peers or 
links. 
The robustness of a peer-to-peer network can be defined as follows [Jourjon 2005]: 
the robustness of a P2P network is its capacity to stabilize itself despite failure of 
some of its components (peers or links). 

2.2.2.5  Performance 

The performance is a significant concern in peer-to-peer systems. These systems 
aim at improving their performance by aggregating new storage and computer 
cycles. 
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However, due to the decentralized nature of the models, the performance is 
conditioned by three types of resources: processing, storage and network 
management. 
In particular, communication delays can be very significant in large-scale networks. 
In this case, bandwidth is an important factor when it comes to spreading a large 
number of messages or share files between multiple peers. This also limits the 
scalability of the system. 

2.2.3  Architectures 
We can classify peer-to-peer networks into three major classes: centralized, 
decentralized and hybrid architectures.  

2.2.3.1  Centralized architecture 

The first class of peer-to-peer networks corresponds to centralized architectures 
that is very similar to the client/server architecture. In this model, a stable central 
server indexes all the peers of the system and stores information about the content. 
When receiving a request from a peer, the central server selects another peer in its 
directory that matches the request. Then, communications are carried out directly 
between two peers. Examples of this generation are Napster [nap] and BitTorrent 
[bit]. Figure 1 shows a diagram of a centralized peer-to-peer architecture.  
 

 

 Figure 1: Centralized architecture 

By centralizing information, this type of architecture makes exhaustive search 
algorithms particularly effective, with minimal communications; in addition, it is 
easier to implement. However, the centralized server may become a bottleneck that 
leads to a single failure point in the system: when the number of peers and requests 
increases, the server must be a very powerful machine and needs very high 
bandwidth; moreover, if the server crashes or is attacked successfully by a virus or a 
malicious person, then the whole system collapses. 
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2.2.3.2  Decentralized architectures 

The second class of peer-to-peer networks corresponds to decentralized 
architectures that do not rely on any server. Each host on a network is a peer, 
meaning that it can act as both a client and a server. Rather than communicating 
with one server, each peer can freely communicate with any other peer. 
 

 
Figure 2: Decentralized architecture 

Each peer indexes some of the shared resources of the network and owns some of 
the hash table of the system. A resource request made by a peer is a broadcast 
message towards its neighbors, who spread optionally their neighbors until the 
desired resource is found. Gnutella 0.4 [gnu] is an example of this class. Figure 2 
shows a diagram of an unstructured decentralized peer-to-peer architecture. 
The advantage of this class of architecture is to provide a robust system: since each 
peer turning into client/server indistinctly, the disappearance of one or more of 
them will not lead to system crash down. In contrary, the communication traffic will 
be heavy and the search much longer. When scaling, the more peers in a network, 
the more communication traffic. 

2.2.3.3  Hybrid architecture 

The third class of peer-to-peer networks corresponds to hybrid architecture that 
combine elements of both centralized and decentralized architectures. This 
architecture makes use of multiple peers, called super-peers. 
A super-peer is connected to other super-peers following the model of the 
decentralized architecture. The number of super-peers should remain large enough 
to avoid system shutdown in case of loss or stop of a super-peer. Therefore, if a 
search for a peer is not indexed by the super-peer which is attached to it, then it 
sends the request to another super-peer. The system KaZaA [kaz] is an example of 
peer-to-peer network of this generation. 
This class of architecture has advantages of both two previous classes, i.e. fault 
tolerance and query traffic and search time reduction. However, it is more complex 
to implement. 
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2.3  Distributed computing 

2.3.1 Introduction 
In this section, we precise some approaches related to distributed computing, i.e. 
grid computing, global computing and peer-to-peer high performance computing 
that share the goal of better utilizing computing resources connected to the 
network. 
 

2.3.2  Grid computing 
Grid computing [Magoulès 2009] makes use of supercomputers, clusters and park of 
workstations owned by universities, research labs inter-connected by high 
bandwidth network links in order to form a super virtual computer. Resources 
inside an organization are generally turned on all the time and are connected by 
reliable high bandwidth network. However, resources on the grid are generally 
managed by administrators of organizations with hard system configuration and 
centralized management. 
Users have to authenticate in order to use resources on the grid.This limits the 
reconfiguration in case of a failure of a center or a link and therefore not provide 
any robustness needed by High computing applications. 

2.3.3  Global computing 
Global computing uses idle computing power of volunteer computers or 
institutional computers connected to the Internet in order to solve some large 
granularity applications. Global computing systems are generally based on a 
centralized architecture where jobs are submitted to a centralized server and 
workers consult the server to get job. The central server in these systems may 
become a bottleneck that leads to a single point of failure. 

2.3.4 Peer-to-peer high performance computing 

Peer-to-peer high performance computing uses computing power of machines 
connected to a peer-to-peer network. In peer-to-peer high performance computing, 
all participants, i.e. peers, can carry out the application. Peers can be workstations at 
organizations or even individual PCs at home connected to the Internet. 
Moreover, peer-to-peer computing systems try to eliminate centralized entities and 
allow the reconfiguration in the case of peer disconnection or failure. 
 
We concentrate on High Performance Computing (HPC) applications relevant to the 
domains of numerical simulation and optimization. These applications lead to 
complex or large scale problems that can often be solved efficiently via parallel or 
distributed iterative methods. The iterate vector is decomposed into several 
components. At each iteration the vector components iterated are updated. For 
synchronous iterative scheme, the vector components iterated are updated in strict 
order, the next iteration begins only when the preceding has ended, so we need 
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synchronization between processors. For asynchronous iterative scheme, the vector 
components iterated are updated without order or synchronization between 
processors. A modeling of asynchronous iterations made in [Elbaz HDR] shows that 
asynchronous iterations tolerate some loss of messages and is faster than the 
synchronous iterations. 

Several middleware and environments for peer-to-peer high performance 
computing have been proposed such as Ourgrid [Andrade 2003], ParCop [Al-Dmour 
2004], Vishwa [Reddy 2006]. Most of existing environments for peer-to-peer high 
performance computing are devoted only to bag-of-tasks applications where the 
applications are decomposed into independent tasks with no synchronization nor 
dependencies between tasks. 
Few systems consider connected problem application class where there are 
frequent communications between tasks like applications solved by parallel 
iterative algorithms; however, asynchronous iterative algorithms are not taken in 
account. 
It is only recently that the CDA team at LAAS-CNRS has developed a robust and 
decentralized environment for high performance computing peer, P2PDC [Nguyen 
2011], which considers the synchronous iterative schemes, asynchronous and even 
hybrid and enables direct and frequent communication between peers.  
 
For data exchange between peers, P2PDC does not use existing transport protocols 
like TCP and UDP as not being suitable for HPC but rather a self-adaptive and 
reconfigurable protocol: P2PSAP [Elbaz 2010] which is able to change its internal 
structure to adapt itself to a scheme of computation or some parameters of the 
network topology as the position (Intra or Inter cluster) peers. 

2.3.5 Conclusion 
The raise of the parallelism concept in microprocessor architectures together with 
progress in high bandwidth network has made possible high performance 
computing applications on peer-to-peer networks. This solution seems economic 
and attractive. Among the different problems that can be treated, HPC applications 
related to task parallel model that can be solved in particular via asynchronous 
iterative algorithms constitute an important field with possible relevance to many 
engineering specialties and services like mechanics, telecommunications and 
finance. 
In the next chapter, we will introduce the peer-to-peer self-adaptive protocol which 
was the base to design distributed computing environments.  
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CHAPTER III: P2PSAP 

3.1 Introduction 
The design of this protocol is the first step of a classical approach used to design 
distributed computing environments. The Peer-to-Peer Self Adaptive Protocol 
(P2PSAP) is designed to allow rapid update exchanges between peers in the case of 
the solution of numerical simulation problems. 
 
Note that for a solution of numerical simulation problems, it requires generally a 
large number of peers and thousands of iterations to be resolved; for a single 
iteration of synchronous scheme for example, an important number of messages are 
exchanged between peers. Loss of any of these messages could interrupt the 
calculation or erroneous results. In addition, the messages should not be 
concatenated because tasks of a high computing application communicate in 
message mode and not mode byte stream. This already explains that neither TCP 
nor UDP is suitable for peer-to-peer high computing. 
 
The protocol stack of P2PSAP [Elbaz 2010] can configure dynamically its internal 
structure based on application requirements like scheme of computation. The stack 
has been divided into two layers: the transport layer which is an extension of CTP 
(Configurable Transport Protocol) [Wong 2001] and a physical layer that includes 
the underlying network.  
 
Note that our contribution is to add in the graph of the protocol stack, the physical 
layer MYRINET such that the self-adaptation of the stack can be made not only 
according to the iterative scheme of the application but also according to the type of 
underlying network (ETHERNET or INFINIBAND or MYRINET) by being able to 
choose the physical layer suitable for data communication between two peers. 
Automatic and dynamic modification of the internal structure of the stack is due to 
the fact that it was designed following the approach of micro protocols of Cactus 
Framework [Hiltunen 2000] (see Section 3.2).  A micro protocol is a block of 
primitives implementing functionality such as error correction, retransmission, 
warranty order or any function of any protocol which is a composition of a given set 
of micro protocols. The advantage of this approach is that it allows the composite 
protocol to reconfigure itself not only modifying its behavior but its internal 
structure which is including its composition of micro protocols.  
 
The CTP protocol [Wong 2001] which is extended in the transport layer of P2PSAP,  
is an illustration of this approach implemented with the Cactus Framework. In this 
chapter, we will detail the Cactus framework, CTP protocol and P2PSAP. 
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3.2 Cactus Framework and CTP protocol 
Cactus [Hiltunen 2000] is a system for constructing highly-configurable protocols 
for networked and distributed system. Cactus has two grain levels of composition. 
Individual protocols, termed composite protocols, are constructed from micro-
protocols. 
Composite protocols are then layered on top of each other to create a protocol stack 
using an interface similar to the standard x-kernel API [Hutchison 1991]. 
Composite protocols are linked by edges that define an acyclic oriented graph. Only 
composite protocols that are linked by an edge in this graph can directly interact. 
Composite protocols are instantiated at run-time yielding sessions. Each composite 
protocol session maintains its own state and its own micro-protocols. A session can 
open a new session of a composite protocol to which it is linked. The communication 
between two sessions is by message passing. In Cactus, a message is a data structure 
consisting of a set of attributes. A session may send a message up or down to the 
next session in the graph. When sending a message up, if there are several sessions 
that may receive the message, a demultiplexing function must be provided in order 
to decide which the receiving session is.  
In other words, an application wishing to use a Cactus protocol stack must open a 
session with the composite protocol of higher level. This session in turn creates 
another session on composite protocol of lower level and so on. The opening session 
is a chain of function calls for creating sessions ending on composite protocol of 
lowest level that actually opens the session with the remote host via the network. In 
the stack, the messages flow logically from one session to leave the source host and 
join the network. 
 

 
Figure 3: Cactus example composite protocol 

Cactus is an event-based framework. Events are used to signify state changes, such 
as arrival of messages from the network. Each micro-protocol is structured as a 
collection of event handlers, which are procedure-like segments of code and are 
bound to events. When an event occurs, all handlers bound to that event are 
executed. 



 20 

Events can be raised in different ways, explicitly by micro-protocols or implicitly by 
the runtime system, with either blocking or non-blocking semantics, with a specific 
delay and a priority execution number. Arguments can be passed to handlers in two 
ways, statically when a handler is bound to an event and dynamically when an event 
is raised. The runtime system also provides operations for unbinding handlers, 
creating and deleting events, halting event execution, and canceling a delayed event. 
The CTP Configurable Transport Protocol [Wong 2001] is designed and 
implemented using the Cactus framework.  
The Figure 4 shows the CTP implementation with events on the right side and 
micro-protocols on the left side. An arrow from a micro-protocol to a given event 
indicates that the micro-protocol binds a handler to this event. 
 

 
Figure 4: CTP composite protocol in Cactus 

The CTP protocol includes a wide range of micro-protocols including: a small set of 
basic micro-protocols like Transport Driver, Fixed Size/Resize and Checksum that 
are needed in every configuration and a set of micro-protocols implementing 
various transport properties like acknowledgments, i.e. PositiveAck, NegativeAck 
and DuplicateAck, retransmissions, i.e. Retransmit, forward error correction, i.e. 
ForwardErrorCorrection, and congestion control, i.e. WindowedCongestionControl 
and TCPCongestionAvoidance. 
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CTP also takes advantage of the transmission coordination aspect of Cactus 
messages, both for sending segments down to lower layers and for delivering 
messages up to the application. This coordination is implemented by send bits that 
are associated with each message. Each micro-protocol that processes a given 
message type is allocated a send bit in each message of that type that it sets when it 
is done processing the message. The message then exits the composite protocol 
either up or down as appropriate once all send bits have been set. For example, 
congestion control, flow control, and reliability all use send bits to determine when 
a segment can be transmitted, while jitter control and the different ordering micro-
protocols use send bits to determine when a message can be delivered to the 
application. 

Although flexible and reconfigurable, CTP supports only asynchronous 
communications. However, distributed applications may require to communicate in 
synchronous and in asynchronous way, main reason why, CTP has been extended 
with the addition of four micro protocols for both synchronous and asynchronous 
communications, one for the congestion control of TCP New Reno [Floyd 1999] 
better than the existing TCP Tahoe and one for the congestion control DCCP [Kohler 
1999]. 

So, this extension of CTP is in order to build the self-adaptive communication 
protocol dedicated to peer-to-peer high performance computing which we will 
detail its architecture in the next session. 

3.3 P2PSAP protocol architecture 
Figure 5 shows the architecture of the P2PSAP protocol; this protocol has a Socket 
interface and two channels: a control channel and a data channel.  
 
Application has to use an interface as though it was just another composite protocol. 
So, application can open and close connection, send and receive data. Furthermore, 
application can get session state and change session behavior or architecture 
through socket options. Session management commands like listen, open, close, 
setsockoption and getsockoption are directed to Control channel; while data 
exchanges commands, i.e. send and receive commands are directed to Data channel.  

The data channel uses the stack CTP*/IP/Ethernet developed with Cactus 
Framework. This channel has two levels: the transport layer and the physical layer; 
each layer corresponds to a composite protocol.  The transport layer is constituted 
by a composite protocol made of several micro-protocols, which is an extension of 
CTP noted CTP* [Stembo 2012].  The physical layer is encompassed to support 
communications on different networks, i.e. Ethernet, InfiniBand and Myrinet. Each 
communication type is carried out via a composite protocol. The data channel can be 
triggered between the different types of networks; one composite protocol is then 
substituted to another.  At this level, data channel reconfiguration is carried out by 
substituting or removing and adding micro-protocols. The behavior of the data 
channel is triggered by the control channel.  
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Figure 5: P2PSAP Protocol Architecture                

The Control channel of P2PSAP is an application using the stack TCP/IP and 
manages session opening and closure; it captures context information and 
(re)configures the data channel at opening or operation time; it adapts itself to these 
information and their changes; it is also responsible for coordination between peers 
during reconfiguration process. Note that we use the TCP protocol to exchange 
control messages since these messages cannot be lost.  
Data is exchanged only when both processes have finished data channel 
configuration.  
During the communication, a process can decide to change configuration of data 
channel due to context changes or user requirements. Then, a procedure similar as 
the one implemented for configuration at session opening will be realized. When 
session is closed, the data channel is closed first; the control channel with TCP 
connection is closed later on.  
 
Recall once more that our contribution is to add in P2PSAP protocol architecture, 
the physical layer MYRINET which is for Cactus, a composite protocol that 
implement the communication on the Myrinet network. 
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3.4 Conclusion 
In this chapter, we have proposed P2PSAP, a self-adaptive communication protocol 
for peer-to-peer high performance computing. P2PSAP protocol is designed in order 
to allow rapid update exchange between peers in the solution of numerical 
simulation problems via distributed iterative algorithms.  
 
P2PSAP protocol has been implemented on Ethernet and Infiniband networks for 
the solution of nonlinear optimization problems, i.e. network flow problems. 
 
Our contribution is to modify and implement P2PSAP on Myrinet network. For this 
reason, we will introduce the characteristics of Myrinet in the next chapter. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 24 

CHAPTER IV: MX/MYRINET 

4.1 Introduction 
To achieve our goal, it is important to understand the characteristics of a Myrinet 
network and master the different functions used by Myrinet, especially by using the 
Myrinet Express (MX) application programming interface (API), to accomplish a 
communication between two applications.  
In this context, we will explain in this chapter all details related to Myrinet network 
and MX API. 

4.2 Myrinet 

4.2.1 Definition 
Myrinet is a new type of local-area network (LAN) [myrinet] based on the 
technology used for packet communication and switching within "massively parallel 
processors" (MPPs). 
 The technical steps toward making Myrinet a reality included the following 
development: 

 robust, 25m communication channels with flow control, packet framing, and 
error control; 

 self-initializing, low-latency, cut-through switches;  
 host interfaces that can map the network, select routes, and translate from 

network addresses to routes, as well as handle packet traffic; 
 Streamlined host software that allows direct communication between user 

processes and the network. 

4.2.2 Flow control 
Flow control is accomplished by the receiver injecting the control symbols STOP and 
GO into the opposite-going channel of the link. The receiver includes a queue-
organized "slack buffer" that operates conceptually as pictured in Figure 6.  

 
                                       Figure 6: Operation of the Slack Buffer 
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If the downstream flow is blocked so that the slack buffer fills to the STOP line, the 
receiver generates a STOP control symbol so that the flow will stop before the buffer 
overflows. The top part of the buffer prevents over-runs; the bottom part of the 
buffer prevents data starvation. The buffer positions between GO and STOP provide 
hysteresis that ensures that STOP and GO control symbols will not consume 
excessive bandwidth on the opposite-going channel.                          
 
The GAP control symbol marks the end of a packet, and may, along with GO and 
STOP, appear redundantly. The sender is required to emit a non-IDLE character 
periodically as a mechanism analogous to carrier sensing for detecting open links. 
There are also long-period timeouts for detecting packets blocked for more than 
~50ms, as may occur if a software error or a bit error in a header has caused a 
deadlock. This long-period timeout causes the blocked part of the sender's packet to 
be dropped, and a forward-reset (FRES) control symbol to be sent to the receiver. 

4.2.3 Packet format and routing 
The format of a Myrinet packet is illustrated in Figure 7. When a packet enters a 
switch, the leading byte of the header determines the outgoing port, and is then 
stripped off of the packet. When a packet enters a host interface, the leading byte 
identifies the type of packet, e.g., a mapping packet, a network-management packet, 
a packet with an IP packet as its payload, or data carried by a light-weight protocol. 
The most-significant bit of each header byte distinguishes between "to-switch" and 
"to-host" bytes. If all packets traveled known routes, this bit would be redundant. 
However, the redundancy in the encoding of the header allows the interfaces to 
detect and deal with faults that cause misrouting, and simplifies network mapping 
by allowing switches to drop "to-host" packets and hosts to drop "to-switch" 
packets. 
 

 
Figure 7: Format of a Myrinet Packet 
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The payload of a Myrinet packet is of arbitrary length; hence, it can carry any other 
type of packet (e.g., an IP packet) without an adaptation layer. 
The 8-bit cyclic-redundancy-check (CRC) character is computed on the entire 
packet, including the header, and is carried in the packet trailer. 
Because the packet header is modified at each switch, the CRC is recomputed on 
each link. If the CRC on a packet is incorrect when it enters a switch, it will be 
incorrect in the same bit positions when it leaves the switch. Thus, if there is an 
error on any link on a routing path, the error can be detected at the destination. 

4.2.4 Myrinet host interfaces 
The Myrinet network interface card consists of a SRAM and a processor. In addition, 
there are 3 DMA engines on the card. Two of these engines are responsible for 
sending (receiving) packets to (from) the external network from (to) SRAM. The 
third is responsible for moving data between SRAM and host (workstation) 
memory. 
 

 

Figure 8: Block Diagram of a Host Interface 

The SRAM is used to store the Myrinet Control Program (MCP) and for packet 
buffering. 
 

Like other modern network adaptors, Myrinet adapters have a programmable 
network interface processor known as LANai9. Using the Myrinet Control Program 



 27 

(MCP), which is stored in the onboard SRAM, LANai9 controls the data transfer 
between the host and the network (through the host and packet interface), performs 
data buffer management (through memory interface), and maintains network 
mapping and monitoring. The benefit of a programmable network processor is that 
it enables researchers to explore many protocol design options. 
 
The host processor can also access SRAM through the programmable input/output 
(PIO) interfaces. With PIO, the host processor reads the data from the host memory 
and writes it into Myrinet SRAM.  

4.2.5 Myrinet host software 
The Myrinet host software provides the interface between UNIX user processes and 
the host-interface board. Myricom delivers both a standard TCP/IP and UDP/IP 
interface, and a streamlined Myrinet Application Programming Interface (API). 
Figure 9 is a "copy diagram" that illustrates the steps involved in getting information 
from a user process to the network. For receiving rather than sending, just reverse 
the arrows.  
 

 
Figure 9: Copy Diagram for different software-interface implementations 

In the standard ‘single-copy’ TCP/IP interface, the OS copies the specified block from 
user space to kernel space, computes a checksum either on a separate pass over the 
block or as part of the copy, and gives the host interface the command to send the 
data. 
 
The implementation of Myricom’s TCP/IP interface uses a copy-block in kernel 
space that consists of a physically contiguous memory region. This contiguous 
region is required by the LANai DMA engine for transferring data between the 
LANai SRAM and the host memory as the PCI bus only accepts physical addresses. 
The user process needs to copy data to be communicated into the copy-block and 
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indicate the readiness of the data to the MCP. The MCP copies the data to the LANai 
memory using the DMA engine, and transfers the message to the network using the 
packet-interface. 
The data is moved at least three times, but the DMA and packetinterface operations 
are nearly free for the host. This scheme is referred to as a “onecopy” 
implementation. The Myrinet host interface can off-load the computation of the 
Internet checksum from the host.  
Despite the fact that the Myrinet host interface was designed to allow zero-copy 
mode of operation directly from user space, workstation manufacturers do not 
distribute a version of the TCP/IP or UDP/IP protocol stack that can fully exploit the 
capabilities of the interface. 

4.3 Myrinet Express MX 

4.3.1 Definition 
Myrinet Express (MX) [mx] is a high-performance, low-level, message-passing 
software interface tailored for Myrinet. MX exploits the processing capabilities 
embedded in the Myrinet Network Interface Card (NIC) to provide exceptional 
performance for modern middleware interfaces such as MPI. It also enables low-
overhead Ethernet emulation at link speed. 
 
The MX API package includes the following characteristics: 

 Provides a connectionless communication model. 
 Transparent memory registration: In MX, explicit memory registration by 

the application or middleware is avoided altogether by the use of PIO or 
memory copies for small messages, and is made implicit and very low cost 
for larger messages. 

 Fully asynchronous communication primitives: The initiation of any 
communication is separated from its completion. Once an operation has been 
initiated, the application is not involved until it checks or waits for it. 

 Generic matching mechanism: MX provides an efficient matching 
mechanism between incoming messages and posted receives.  

 Reliable in-order matching: MX provides an ordered matching protocol. 
Two messages sent from one endpoint in-order will match posted receives 
in-order, but may be delivered out-of-order, or their completion may be 
notified out-of-order. 

 Efficient support for unexpected messages: An unexpected message is one 
for which a matching receive request has not yet been posted. Unexpected 
messages are processed by receiving the entire message eagerly in an 
unexpected queue if it is small, and by receiving only its header if it is too 
large. The size threshold distinguishing the handling methods can be 
controlled by the application. MX guarantees in-order matching, even if 
unexpected messages have been buffered 
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 Basic per-message authentication mechanism: Messages in MX include a 
user supplied identifier (called a filter) that provides a basic authentication 
mechanism between the source and the destination endpoints. Messages sent 
with a filter value that does not match that of the destination endpoint will be 
rejected at the NIC level. 

 Per-message polling or blocking completion functions: MX provides 
functions to check the completion of a specific pending operation or the 
completion of any of the pending operations related to an endpoint. 
Similarly, there are functions to block waiting for completion of a specific 
pending operation or the completion of all of the pending operations related 
to an endpoint. These blocking semantics release the processor for other 
application computation. 

 Transient network fault recovery and high-availability.  
 Support for cancellation of pending receive requests: The cancel 

operation will fail gracefully if the pending request has completed 
asynchronously while its cancel is attempted.  

4.3.2  Communication over Myrinet/MX 
The typical flow of a process wishing to communicate with another is thus: 

4.3.2.1 Initialize the library 

Before any other MX calls may be made, the library must be initialized by a call to 
mx_init(). 
This function allocates and initializes all data structures used by the MX API library. 

4.3.2.2 Open an endpoint 

An MX endpoint is a virtualization of a network interface at the process level. 
All operations on an open endpoint are restricted to this endpoint.  
An endpoint is created by a call to mx_open_endpoint(), which returns a handle for 
referencing the endpoint in an mx_endpoint_t. 

4.3.2.3 Connect to target host(s)  

In order to communicate with a remote endpoint, an application must have the 
endpoint address of that remote endpoint, represented by an mx_endpoint_addr_t. 
An endpoint address can be constructed from three pieces of information: 

  NIC ID of a NIC on the remote host (which may be the same as the local host 
 Endpoint ID: is an integer associated with each open endpoint that can be 

assigned either by the application that opens it, or by the MX library. 
 Endpoint filter value:  is an integer that is assigned by the application to 

distinguish between different instances of the application.  
An mx_endpoint_addr_t is created by a call to mx_connect(), and can only be used 
with the local endpoint used in the mx_connect() call. 
This function checks that the remote endpoint is open and accepts our filter value. 
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4.3.2.4 Send Operations:  

MX provides two functions to initiate asynchronous sends, mx_isend() and 
mx_issend(). 

 mx_isend(): the request will be completed when the send buffer described by 
the gather list can be reused by the application.  

 mx_issend():initiate a non-blocking synchronous send. MX supports the 
concept of a synchronous send, which means that the send request is not 
considered complete until it is successfully received by the destination 
endpoint, it is cancelled, or an unrecoverable error has occurred sending the 
message.  

 
These functions notify the network interface that a new send is pending and returns 
to the application as soon as possible. The send data buffer is described by a gather 
list via the parameter segments_list and a number of segments, segments_count. The 
gather list is an array of mx_segment_t structures. Each segment describes a 
contiguous memory area, using a pointer and a length.  
 
The destination is specified by the parameter destination. It is an 
mx_endpoint_addr_t object returned by mx_connect().  
 
The sender also provides the matching information for the message in the 
parameter match_send. The matching in MX is the process of associating an 
incoming message to a pending receive. Each message-passing interface defines its 
own matching rules based on elements provided by the sending side and/or the 
receiving side. 
 
The data buffer(s) specified in a send operation must not be modified until the 
request is in the buffered state. This state is detected by a successful return from 
mx_ibuffered().  
 
The operation is complete as soon as a call to mx_test() or mx_wait() indicates that 
this pending operation is complete. Note that being complete also indicates that the 
send buffers are available for the application. As mx_isend() follows the semantics of 
the MPI standard mode, a send request in the buffered state can be completed 
immediately by calling mx_test() or mx_wait(). Thus, there is no advantage to use 
mx_ibuffered() before mx_test() or mx_wait() on requests initiated by mx_isend(). 

4.3.2.5   Receive Operations 

The receive operation has arguments similar to the send operations. MX provides 
mx_irecv() to post asynchronous receives. 
The application describes the receive buffer in the same way as in the send case, 
using a scatter list segments_list composed of segments_count. 
 
mx_irecv() differs from its send counterparts by specifying matching data, 
match_recv and match_mask. The match_send value of any incoming message will be 
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first bitwise ANDed with match_mask and the result then compared to match_recv. If 
the values are the same, the message matches the receive and the sent data is placed 
in the buffer(s) associated with this receive. 
 
Data in excess of the total buffer size provided is discarded, and the status of the 
receive operation will be MX_STATUS_TRUNCATED. The total amount of data 
delivered is specified in the mx_status_t structure returned from mx_test() or 
mx_wait(). 

4.3.2.6 Unexpected messages 

An unexpected message occurs when sending a message before a matching receive 
is posted on the receive side. 
In MX, a buffer is allocated at endpoint opening time to handle such unexpected 
messages. 
 
This “unexpected buffer” is limited in size, so only small messages will be buffered in 
this way. Larger messages will leave their matching information along with 
information about the sending endpoint.  
 
MX also provides an active message model through the mx_register_unexp_callback() 
function. It enables the execution of a user-defined callback for each unexpected 
message. This callback gives a last chance to the user to post a corresponding 
receive before the message is really moved to the unexpected queue. If an incoming 
message is unexpected, the callback is immediately called. If the user posts a 
matching receive in the callback, the message is immediately matched. If not, the 
message is moved to the unexpected queue. 
 
mx_register_unexp_handler() is an extended version where a callback handler to be 
callback each time an unexpected message is received. The handler must return a 
value to indicate what MX should do with the unexpected message afterwards. The 
common value is MX_RECV_CONTINUE which means that MX should continue to 
process the unexpected message, either by matching it if the application posted a 
receive, or by moving it to the unexpected queue. 
If the application does not want to receive this unexpected message, the handler 
should return MX_RECV_FINISHED to tell MX to drop the message immediately after 
the handler is done. 

4.3.2.7 Checking state of request  

Once a request has been posted, it enters a three-state life cycle.  
The states of this life cycle are: 

 Pending: means that the request has been delivered to the MX subsystem, 
and it is in progress. 

 Buffered (for send requests only): Once the buffers associated with a 
request can be safely used by the posting application, the request enters the 
buffered state. At this time the buffers can be read or written without 
affecting the outcome of the request. 
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 Complete: when all activity needed for a request has finished, the request 
enters the complete state. 

 
The progression through the various states is different for different request types 
There are five functions used to observe and wait on the state of requests. These are 
mx_ibuffered(), mx_test(), mx_wait(), mx_ipeek() and mx_peek(). 

 mx_ibuffered(): returns MX_SUCCESS if the referenced request has been 
safely buffered and the memory buffers associated with the request may be 
reused.  

 mx_test(): returns MX_SUCCESS if the referenced request has completed. 
 mx_wait(): is the blocking counterpart of mx_test(). 
 mx_ipeek(): returns the handle of a request for a specific endpoint that is in 

the complete state. If mx_ipeek() returns MX_SUCCESS, the returned request 
handle is guaranteed to be successfully completed in a call to mx_test() or 
mx_wait(). 

 mx_peek(): is the blocking variant of mx_ipeek(). 

4.4 Experimentation on Grid 5000 
To master the Myrinet functions, and to facilitate our task, we write a program that 
allows exchanging a large number of messages which exceed the allocated buffer of 
each peer. 
The experiments are done on the cluster Helios of the Sophia site on the test 
platform Grid'5000 [grid].  
 
In this experimentation, we have exchanged 400 vectors which each one is 
composed of 10 integers. We calculate the latency and the bit rate. The results are 
displayed in the Figure 10.  
 
 
 



 33 

 

 
Figure 10: Bit rate and Latency of communications on Myrinet 

 

4.5 Conclusion 
After accomplishing with success this part, we have to use the features of Myrinet 
and the different functions, to develop the requested layer, as well as change some 
existing micro-protocols in P2PSAP, according to application requirements and 
elements of context. 
 
Thus, in the next chapter, we will detail the different steps of modifying P2PSAP to 
reach our goal. 
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CHAPTER V : P2PSAP & MX/MYRINET 

5.1 Introduction 
We saw in the previous chapters the architecture of P2PSAP and the characteristics 
of MX/Myrinet. In this chapter, we will use these informations to explain how we 
can achieve our contribution about adding the composite protocol Myrinet (pcpMX) 
to the protocol stack of P2PSAP. We note that this cannot be done independently of 
control channel. 

5.2.1 Control channel and allocation of resources 
The communication over Myrinet needs the allocation of resources. Therefore, we 
have chosen to create the resources that should be used by the composite protocol 
MX of data channel when the connection is established by the control channel and 
once for all. But the creation of the resources isn’t sufficient to establish the channel 
of communication between peers, thus each peer has to know the context of the 
other one. For this reason, an exchange of context is done. We note that the context 
must contain the opened endpoint, the filter, the match receive and the local 
hostname. Each peer initializes its context, with the function init_ctx, and sends it to 
remote peers which uses the hostname in the received context to build the remote 
address (composed by: filter, endpoint ID, NIC ID). This address will be added to the 
context of each peer and will be used to send a message over Myrinet. 
This exchange is done by using a signalization “out of band”. The control channel 
which is a TCP socket is for us very suitable for this. 
 
After the opening of the control channel, the type of underlying network is 
detecting. If it is Myrinet, then there is an initialization of the parameters of the 
context, therefore there is a creation of an endpoint that will be opened 
(mx_open_endpoint), and to simplify we fix the filter and match receive. Those are 
communicated, in addition to the local hostname, to the other peers.   
After this exchange, the channel is ready to route the data. To perform the exchange, 
we add two types of control messages: MSG_MX_CONF which is used by the 
machine that initiates the connection request by sending its context and 
MSG_MX_CONF_DONE which is used by the machine that accepts the connection in 
acquitting and transmitting at the same time its context after creation. We note that 
these control messages aren’t used only when the control channel detects that the 
underlying network is Myrinet. 
 
Therefore, the control channel allocates the resources and establishes a channel of 
communication between peers. When initializing the data channel (determining the 
composition of composites protocols and micro protocols), the control channel 
communicates the context to the composite protocol MX which has only to use it to 
send and receive data. It should be noted that the use of the TCP protocol permits 
one to ensure no loss during the exchange of control messages. In fact, any loss of 
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control message may interrupt the configuration or reconfiguration of the data 
channel. 
Before describing the main components of the control channel, we present first a 
session life cycle (see Figure 11). 
 
Suppose peer A wants to exchange data with peer B, it opens a session through 
socket create and connect commands of the API socket of P2PSAP. Then, a TCP 
connection is opened between 2 processes. Process B accepting connection must 
send its context information to process A. Process A compares the information from 
the context of B with its own information context and chooses the most appropriate 
configuration for data channel. If the underlying network is Myrinet, then processes 
exchange their context. The process A send configuration command to process B. 
After that, the two processes carry out the configuration of data channel. When the 
configuration is done, each process has to inform the other process and waits for the 
notification of other process. 
Data are exchanged only when both processes have finished data channel 
configuration. 
During the communication, a process can decide to change configuration of data 
channel due to context changes or user requirements, like process A in Figure 12. 
Then, a procedure similar to the one implemented for configuration at session 
opening will be realized. When session is closed, the data channel is closed first; the 
control channel with TCP connection is closed later on. 

5.2.2 Components of control channel 
We describe now the main components of the control channel: 
 

 Context monitor: the context monitor collects context data and their 
changes. Protocol adaptation is based on context acquisition, data 
aggregation and data interpretation. Context data can be requirements 
imposed by the user or the algorithm at the application level, i.e. 
asynchronous algorithms, synchronous algorithms or hybrid methods. 
Context data can also be related to peers location and machine loads. Context 
data are collected at specific times or by means of triggers. Data collected by 
the context monitor can be referenced by the controller. 
 

 Controller: combines and analyzes context information provided by the 
context monitor so as to choose the configuration (at session opening) or to 
take reconfiguration decision (during session operation) for data channel. 
The choice of the most appropriate configuration is determined by a set of 
rules. These rules specify new configuration and actions needed to achieve it. 

 
 Reconfiguration component: reconfiguration actions are made by the 

reconfiguration component via the dedicated Cactus functions. 
Reconfiguration is done at the physical layer by substituting a composite 
protocol supporting communication on a network board to a composite 
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protocol supporting communication on another type of network board 
(Ethernet, Infiniband or Myrinet) or at the transport layer by removing and 
adding or substituting micro-protocols. For example: Replace Myrinet 
physical layer by Ethernet if the Myrinet interface used fails and the machine 
has another Ethernet interface in good condition. 
If the underlying network does not change, then a reconfiguration can only 
take place if the iterative scheme of computation changes during the 
application. In this case, the reconfiguration will take place only at the 
transport layer. Some micro protocols will be removed from the composition 
of the transport layer, and others added. The composition of micro protocols 
therefore change.  
Reconfiguration can only take place at the transport level and physical level if 
the iterative scheme and the type of network changes simultaneously. This is 
a possibility that could rarely happen, but we have nevertheless considered 
it. 

 
 Inter-peer coordination component: the coordination component is 

responsible of context information exchanges and coordination between 
peers. 
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Figure 11: Protocol session life cycle 

MSG_MX_CONF (context) 

MSG_MX_CONF_DONE (ACK, context) 
If Myrinet 

Network 



 38 

5.2.3 Data channel and allocation of resources 
We saw that the data channel is established by the control channel when peers 
communicate via Myrinet. Now we concentrate on the utilization and the 
maintenance of the channel of communication by the composite protocol MX to send 
and receive data. 
 
For Myrinet network, the protocols stack of data channel is CTP*/pcp MX/MX 
/Myrinet. CTP* is an extension of CTP (Configurable Transport Protocol) [Wong 
2001]. We recall that CTP* is the transport layer of P2PSAP. We note pcp MX the 
composite protocol that implements the communication on Myrinet network 
directly using the MX interface.  
 
The idea is not to have a version of the transport layer (CTP*) for the Myrinet 
network, another version for the Ethernet network and another one for the 
Infiniband network, but a common transport layer to all these networks. It is 
therefore necessary to design pcp MX as an interface between the CTP* and the MX 
layer of Myrinet network. IP protocol is the underlying layer of CTP* for an Ethernet 
network, the composite protocol pcp IB is the underlying layer of CTP* for an 
Infiniband network and the composite protocol pcp MX is the underlying layer of 
CTP* for a Myrinet network. To match the socket addresses known by CTP* sessions 
to the context known by pcp MX sessions, we used the common point between CTP* 
and MX: Both are composite protocols of Cactus Framework [Hiltunen 2000]. Thus, 
since a CTP* session is encapsulated in a Cactus session, we also encapsulate the 
context known by pcp MX in Cactus session. At the request of a CTP* session, pcp MX 
creates a session encapsulating the context already created by the control channel 
and encapsulates this session in a Cactus session. The opening of a session on the 
data channel is very fast because it is reduced to an allocation and an initialization of 
a data structure without any interaction with the network and the remote host. At 
each message of CTP* received in a session, pcp MX uses the context encapsulated to 
transmit data messages.  

The composite protocol MX performs two main operations: PUSH to send a CTP* 
segment on Myrinet network and POP to receive a message from the network and 
deliver it to CTP*. 

5.2.3.1 Send Operation: PUSH 

Sending a message on Myrinet network consists first in posting a send request that 
contains the address of data to send, so the Myrinet network adaptor reads the 
physical memory address where the data to send is stored. The consumer, which is 
here pcp MX, allocates a memory area and writes the data to send. However, waiting 
for a message or a segment to be generated by CTP* before the allocation of the 
memory area is performed, leads to a delay in the treatment of the message before it 
leaves the machine source.  In addition, in order to improve application 
performance, we cannot make allocations for each message sent, the overhead due 
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to the translation of virtual addresses into physical addresses and fixing pages in 
memory by the kernel would be important. 
On the other hand, pcp MX cannot know in advance the size of an applicative 
message and therefore deduce the size of the corresponding CTP* segment,  so it 
may not allocate a memory area that will serve as communication buffer of 
consequent size before the arrival of the message. The simple solution we have 
implemented for the moment is to allocate by the control channel at the opening of 
the session at the request of the application, a memory region containing virtually 
1000 blocks. The block size is the maximum size of a segment of CTP* with 
activation of micro-protocol Resize that fragments large messages of the application 
assuming an MTU (Maximum Transport Unit) of 8100 bytes. A CTP* segment is a 
message to be sent by pcp MX. When a segment is generated by CTP*, pcp MX writes 
data segment in a free block of pre-allocated region, then it posts a send request 
containing the address of this block in the Myrinet interface. 
 
If we reach the 1000 send requests, then there is no free area in this pre-allocated 
region. The allocation of new blocks at this level leads to an additional cost and 
consumes more memory. However, a block can be reused when the send operation 
is completed, therefore when the test function return “MX_SUCCESS”. For this 
reason, we have designed an algorithm to manage the reutilization of a block in such 
way that when a segment arrives to the pcp MX layer, it is directly located to a free 
block or a block that can be reused. At the opening of the session, in the context 
initialized in the control channel, we create a list that contains the address of the 
blocks in the pre-allocated region and the head of this list is returned in the context. 
Therefore, at each segment that arrives from CTP* to MX layer, there is  checking of 
the head of the list, and the segment is allocated at the address presented on this 
head which is deleted and the new head will be the next element on the list. 
But after each send at Myrinet layer, there is a test that verifies the completion of 
this operation (send operation), thus the block containing data could be reused and 
the head that was deleted is inserted at the queue of the list. (In this way the list will 
not be NULL). 
 
This algorithm doesn’t guarantee that the transmission of segments will be posted 
in the same order as the one generated by CTP*. But this does not cause any problem 
to the order receipt since the segments reassembly of a message reorders them. 
 
The figure 12 presents the PUSH operation of the segment number 1002. 
In fact, the first and second segments (s.1 and s.2) were sent successfully, this is why 
it will be replaced by the s.1000 and s.1001, and the address 0 and 1 (corresponding 
to 0*8128 and 1*8128) are deleted from the list of free blocks until there is a 
completion of send operation of s.1000 and s.1001. 
The s.1002 arrives from CTP* layer, so there is checking of the head list to locate it in 
a free block in the buffer. The head list contains the address 3 (corresponding to 
3*8128) where s.1002 will be placed, and this head will be deleted. 
We have to note that the address 2 (corresponding to 2*8128) isn't in the list of free 
blocks because the send operation of s.2 isn't completed. 
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Figure 12: PUSH operation 
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Then, when the s.1002 is successfully sent, the address 3 will be added at the queue 
of the list. 

5.2.3.2 Reception operation: POP 

At each reception of data, the Myrinet adaptor consumes the received request and 
writes the received data at the memory read address in this request. 
Therefore, similarly to the algorithm created for PUSH operation, there is a memory 
region allocated in the pcp MX layer, where we locate the data of received segment. 
The reuse of the blocks is done in a similar way to what was described in the 
previous subsection. 
 
 

 
Figure 13: the protocol stack of P2PSAP on network Myrinet 

In the Cactus Framework, each session of a composite protocol maintains via a 
correspondence table, a relation with each session of the underlying composite 



 42 

protocol that it was created on its request. The underlying composite protocol has 
no information on the above sessions. This is why a demultiplexing operation must 
be initiated by a composite protocol before the deliverance of the message to the 
upper layer. Therefore CTP* maintains a correspondence between its sessions and 
those of pcp MX. All these sessions creation (by pcp MX) are done at the request of a 
session of CTP*. So an applicative message passes from a CTP* session to the 
corresponding pcp MX session for a sending operation and in the opposite direction 
after demultiplexing for a reception operation. 
 
The illustration of the protocol stack of P2PSAP on network Myrinet is presented in 
the figure 13, where we see this stack CTP*/pcp MX/MX/MYRINET. 
As we see, in CTP*, we have represented the micro-protocols of the data channel, 
and in the pcp MX there are the two operations PUSH and POP. 

5.2.3.3 Composite protocols and micro-protocols 

As previously seen, Myrinet implements the reliability, order, flow control and error 
control functions. For this reason, only basic micro-protocols compose CTP*: 
TransportDrive, Resize and Synchronous or Asynchronous.  
 
The TransportDrive micro-protocol 
Transport Drive is the only micro-protocol that must be present in any 
configuration. It adds port identifiers on all outgoing segments for demultiplexing 
and also contains trivial handlers for certain events to ensure that a message is 
carried through CTP* irrespective of the presence of other micro-protocols. It also 
sets the send bits to ensure that messages are sent even if there are no other micro-
protocols that set send bits in the configuration. The event interactions of Transport 
Drive are illustrated in Figure 14. In the figure, arrows pointing to a micro-protocol 
indicate that the micro-protocol has a handler bound to the event and arrows 
originating from the micro-protocol indicate that the micro-protocol raises the 
event. Pseudo-code for this micro-protocol is given in Figure 15. 
 

 
Figure 14: Transport Driver event handling 
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The synchronous micro-protocol 
CTP supports only asynchronous communication. Distributed applications may 
nevertheless use plural communication modes. Hence, we have implemented two 
micro-protocols corresponding to two communication modes: synchronous and 
asynchronous. 
These micro-protocols introduce new events, UserSend and UserReceive, that will 
be raised when send and receive socket commands are called by an application. 
The synchronous micro-protocol implements blocked synchronous communication 
mode as presented in the Figure 16. Synchronous micro-protocol consists of 3 
handlers for 3 events: UserSend, SegmentToNet and UserReceive. Figure 17 displays 
the pseudo-code of synchronous micro-protocol. 

micoprotocol TRANSPORTDRIVE() { 

      handler handle_SegFromUser(segment s) { 
            raiseEvent(SEGMENT TO NET, CSYNC, 0, 0, 1, s); 
       } 

       handler handle_SegToNet(segment s) { 
             /*Set the demultiplexing keys for  the peer */ 
             setAttr(s, CNETWORK, CTP_SrcPort); 
             setAttr( s, CNETWORK, CTP_DestPort); 
             setSendBit (s); 
             setDeallocateBit (s); 
        } 
        handler handle_SegFromNet(segment s) { 
 raiseEvent(SEGMENT TO USER, CSYNC, 0, 0, 1, s); 
        } 
        handler handle_MsgFromNet(message m) 

setSendBit (m);  
setDeallocateBit(m); 

        } 
        TransPortDriveInit { 

bindHandler(SEGMENT FROM USER,handle_SegFromUser,1024); 
bindHandler(SEGMENT TO NET,handle_SegToNet, 1024); 
bindHandler(SEGMENT FROM NET,handle_SegFromNet, 1024); 
bindHandler(MSG FROM NET,handle_MsgFromNet, 128); 

        } 
} 

Figure 15: Transport Driver micro-protocol pseudo code 
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Figure 16: Synchronous communication mode 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

                                           
 

 

 

 

 
 
 
 

microprotocol SYNCHRONOUS() { 

     handler handle_SynchUserSend(message m) { 
          Push message into sender buffer 
          Wait_1: Wait for acknowledgment 
     } 
     handler handle_SynchUserReceive(message m) { 
        if (receiver buffer is empty) then 
           Wait_2:  Wait for message 
        endif 
        Pop message from receiver buffer 
        createmessage(pm); 
        setAttr(pm, CNETWORK, CTP_RcvAck); 
        raiseEvent(SEGMENT FROM USER, CSYNC, 0, 0, 1, pm); 
     } 
     handler handle_SynchSegToUser(segment s) { 
        if(get_CTP_RcvAck(s)) then 
           Unblock Wait_1 
        endif 
     } 
     SynchronousInit { 
        bindHandler(UserSEND, handle_SynchUserSend, 128); 
        bindHandler(UserRECEIVE, handle_SynchUserReceive, 128); 
        bindHandler(SEGMENT TO USER, handle_SynchSegToUser, 128); 
     } 
} 
 

Figure 17: Synchronous micro-protocol pseudo-code 

 



 45 

The asynchronous micro-protocols 
The asynchronous mode implemented by the asynchronous micro-protocol is 
presented in the Figure 18. This micro-protocol implements asynchronous 
communications which emissions are no blocking messages for the application. 
Asynchronous micro-protocol consists of 2 handlers for 2 events: UserSend and 
UserReceive. Figure 19 displays the pseudo-code of asynchronous micro-protocol. 
 

 
Figure 18: Asynchronous communication mode 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

The Resize micro-protocols 
As its name suggests, the micro protocol Resize makes the fragmentation of an 
applicative message larger than the MTU (8100 bytes) of CTP* at emission and 

  microprotocol ASYNCHRONOUS() { 

       handler handle_ASynchUserSend(message m) { 
          Push message into send buffer 
       } 
       handler handle_ASynchUserReceive(message m){ 
           if (receiver buffer isn’t empty) then 
             Pop message from receiver buffer 
           endif 
       } 
       ASynchronousInit { 
           bindHandler(UserSEND, handle_ASynchUserSend, 128); 
           bindHandler(UserRECEIVE, handle_ASynchUserReceive, 128); 
       } 

 Figure 19: Asynchronous micro-protocol pseudo-code 
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reassembles segments in order at reception. The event interactions of Resize are 
illustrated in Figure 20. In the figure, arrows pointing to a micro-protocol indicate 
that the micro-protocol has a handler bound to the event and arrows originating in 
the micro-protocol indicate that the micro-protocol raises the event. The arrows of 
the same style indicate processing chain and then raising events. Pseudo-code for 
this micro-protocol is given in Figure 21. 
 

 
Figure 20: Resize event handling  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

microprotocol RESIZE() { 

      handler handle_MSGFromUser (message m) { 
 if (length(m) > MTU) then 
     Fragmentation of m into s segments  
     raiseEvent (SEGMENT FROM USER, CSYNC, 0, 0, 1, s) 
 endif 
 raiseEvent(SEGMENT FROM USER, CSYNC, 0, 0, 1, m) 
       } 
       handler handle_SegToUser (segment s) { 
 if (s is the first segment of the message) then 
     createMessage(m); 
                  Add the payload of s to m 
 else 
     Add in order the payload of s to m already created 
 endif 
 setDeallocateBit(s); 
 if (m is complete) then 
     raiseEvent(MSG FROM USER, CSYNC, 0, 0, 1, m) 
 endif 
        } 
        ResizeInit { 
 bindHandler(MSG FROM USER, handle_MsgFromUser, 1024); 
 bindHandler(SEGMENT TO USER, handle_SegToUser, 1024); 
         } 
} 
 
   Figure 21: Resize micro-protocol pseudo code 
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5.2.3.4  Interactions between micro-protocols of CTP* configuration 

When an application invokes the Send or Receive command of API of P2PSAP, the 
Cactus Framework raises respectively the events UserSend or UserReceive. The 
Synchronous and Asynchronous micro-protocols have handlers associated with 
each of these two events. If the calculation scheme is synchronous, then the 
Synchronous micro- protocol places the data in the transmission buffer and blocks 
the application. As soon as the data is in the buffer, the Framework raises the event 
MessageFromUser being handled by the Resize micro-protocol for an eventual 
fragmentation. For each fragment of the original message, Resize built a segment 
and raises the event SegmentFromUser. The micro-protocol TransportDriver adds 
numbers source and destination ports, sets the "send bits" of the segment by 
manipulating the event SegmentToNet which is raised after adding port numbers. 
Therefore the segment leaves CTP* and arrives at the composite protocol MX layer 
where it will be transmitted on the network via the PUSH operation.  
 
At the reception, pcp MX retrieves the segments and delivers one by one to 
CTP*(POP operation). When a segment arrives at CTP*, the Cactus Framework raises 
the event SegmentFromNet. A manipulator (handler) of TransportDriver micro-
protocol raises the event SegmentToUser which is simultaneously handled by 
Synchronous and Resize micro-protocols. If the segment contains useful data, Resize 
collects it and if it is the last segment of a message then the Resize micro protocol 
performs reassembly and reconstructs the original message. Later, it raises the 
following event MessageFromNet. The TransportDrive micro-protocol sets send bits 
of the message which is placed in the receive buffer. The micro protocol 
Synchronous that was processing the event UserReceive triggered by the 
Framework, retrieves data from the receive buffer and delivers them to the 
application, it builds an acknowledgment message and raises the event 
SegmentFromUser. The event SegmentToUser is handled by Synchronous if the 
segment does not contain useful data but rather CTP_RecvAck attribute, so it is an 
acknowledgment generated by the other entity CTP*. Synchronous then unlocks the 
application that was pending. 
 
Figure 22 shows the interaction (via events) between micro-protocols that 
composes the transport layer of the data channel. An arrow pointing to a micro-
protocol indicates that the micro-protocol has a handler bound to the event and an 
arrow originating in the micro-protocol or from the Cactus Framework indicates 
that it raises the event. The arrows of the same style (except black) indicate 
processing chain and then raising events. 
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Figure 22: Interaction between micro-protocols of CTP* 

5.2.3.5 Example of scenario 

We present now a simple scenario for the P2PSAP protocol so as to illustrate its 
behavior. 
 
We consider a high performance computing application, like for instance a large 
scale numerical simulation application or a complex optimization problem, solved 
on the network composed of two simple clusters shown in Figure 23. The first 
cluster is composed of two similar machines: P1 and P2 that can be connected via 
Ethernet or Myrinet. The second cluster is made of two similar machines: P3 and P4 
connected only via Ethernet. The data channel established between machines P3 
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and P4 is based on synchronous communication (since machines have similar 
characteristics and loads) and is composed at transport layer by micro-protocols 
ensuring e.g. reliability and order, i.e. ReliableFifo, and congestion control, i.e. 
TCPNewRenoCongestionControl. 
 
 

 
Figure 23: Example of P2PSAP reconfiguration scenario 

The communication protocol between machines P1 and P2 is based on synchronous 
communication (for the same reasons) via Myrinet since Myrinet is faster than 
Ethernet. Moreover, Myrinet insures reliability and message order; as a 
consequence, the data channel needs only micro-protocols ensuring synchronous 
communication (Synchronous) and segment size management (Resize). 
Communications between machines of the different clusters are asynchronous; as a 
consequence, in this case we need no order, nor reliability micro-protocols. 

5.2.3.6 Self-adaptive mechanisms 

In this section, we shall present and explain our choices of P2PSAP's self-adaptive 
mechanisms for distributed peer-to-peer computing. We plan to support the 
communication on several networks. Thus, the self-adaptive of the protocol is only 
at transport level. 
 
Similar machines connected via a local network with small latency, high bandwidth 
and reliable data transfer can be gathered into a cluster. The data channel of P2PSAP 
is configured or reconfigured according to the following context data: schemes of 
computation (i.e. synchronous, asynchronous or hybrid iterative schemes) and 
topology parameters like type of connection (i.e. intra or inter cluster). Firstly, we 
determine required protocol features in each considered context. A context 
corresponds to the combination of elements from network layer like topology and 
application layer like a given iterative scheme, e.g. synchronous or asynchronous. 
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5.2.3.7 Choice of protocol features 

The choice of data channel features of P2PSAP in each context is summarized in 
Table 1.  
These features concern the functions presented at transport layer in function of 
iterative scheme of the application and the underlying network. The first column of 
the table presents the functions implemented at the transport layer. The notations 
ET and MX denote respectively the Ethernet and Myrinet network. The letters Y and 
N are respectively the initials of the expressions Yes or No.The last column gives the 
characteristics of the transport layer of P2PSAP for a hybrid iterative scheme which 
is a combination of synchronous and asynchronous scheme. For a hybrid scheme, 
the protocol chooses the suitable mode of communication between peers: 
communication is synchronous in a cluster, and asynchronous between clusters. 
This is justified in the last paragraph of this subsection. 
 
 

 
Table 1:  Choice of protocol features of P2PSAP 

Sometimes, communication mode must fit a computational scheme requirement 
(e.g. a special requirement related to the convergence of the implemented numerical 
method) as in the case where synchronous computational schemes are imposed. 
Then, synchronous communications are imposed in both intra-cluster and inter 
cluster data exchanges. In this case, if the underlying network is Ethernet, reliable 
transport is required in order to ensure that the application is not going to be 
blocked by a message loss or unordered message delivery. Moreover, in 
synchronous communication, after sending a message, the sender is blocked until it 
receives an acknowledgement about the delivery of this message to application at 
receiver. Thus the receiver buffer cannot be overwhelmed and flow control is not 
necessary in both intra and inter-cluster communication. In intra-cluster with low 
latency, high bandwidth and reliable links, congestion control is not really 
necessary. Whereas, congestion control is required in inter-cluster with high 
latency, low bandwidth and unreliable link in order to behave fairly with others 
flows and to reduce retransmission overhead. 
Likely, in the case where asynchronous iterative schemes of computation are 
required by user, asynchronous communication must be preferably implemented in 
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both intra-cluster and inter-cluster data exchanges. We note that asynchronous 
schemes of computation are fault tolerant in some sense since they allow messages 
losses. For this reason, reliable transport and ordered delivery as well as flow 
control are not needed in both intra-cluster and inter-cluster communication. While 
congestion control is not necessary in intra cluster communication, it is required in 
inter-cluster communication in order to ensure a fair behavior with others flows. In 
our opinion, DCCP congestion mechanisms [Kohler 1999] are the most appropriate 
one for unreliable datagram flow. 
 
As we note in Table 1, if the underlying network is Myrinet, the transport layer of 
data channel guarantees nothing other than the synchronous or asynchronous in 
communications. All functions related to the guarantee of order, reliability, flow 
control and congestion control are performed by the Myrinet network. 
 
There are also some situations where a given problem can be solved by using any 
combination of computational schemes. In this latter case, users can leave the 
system to freely choose communication mode. As a consequence, the most 
appropriate communication mode according to topology parameters, i.e. inter-
cluster or intra cluster connection should be chosen. This corresponds to the so-
called Hybrid scheme of computation. In this case, if computational loads are well 
balanced on machines inside a cluster that are identical, then synchronous 
communication between peers is appropriate. The communication protocol in this 
context has the same features as in the case of synchronous iterative scheme and 
intra-cluster communication. On the other hand, synchronization may be an 
obstacle to efficiency and robustness in inter-cluster data exchanges situations 
where there may be some heterogeneity in terms of processors, OS, bandwidth, and 
communications may be unreliable and have high latency. Thus, asynchronous 
communication seems more appropriate in this latter context. The communication 
protocol in this latter context has the same features as in the case of asynchronous 
scheme and inter-cluster communication. 

5.2.3.8  (Re)Configuration: 

Based on the choices of protocol features (see subsection 5.2.3.7), we can determine 
the protocol composition, i.e. the set of micro-protocols for each considered context 
as in the Table 2. 
 
At session opening, based on the context data, the Control Channel configures the 
composition of Data Channel as in the Table 2, i.e. it adds chosen micro-protocols to 
each composite protocol of data channel. In the table 2, the letters E and M denote 
respectively Ethernet network and Myrinet network.  
 
For example, in the case of asynchronous iterative scheme of computation on 
Myrinet network, only minimum set of micro-protocols including TransportDriver 
and Resize composed  data channel for inter and intra-cluster communications.  
While for inter cluster communications on Ethernet network, in additional to 
minimum set, DCCPAck, DCCPWindowedCongestionControl and 
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TCPCongestionAvoidance, which provide the congestion control mechanism of 
DDCP, are added to Data Channel. 
 
During execution, context data can be changed. Then the Control Channel can 
determine new composition for Data Channel according to the Table 2. Comparing 
new composition with the old one, the Control Channel can determine operation 
needed to be carried out in order to reconfigure the Data Channel from the old 
composition to obtain the new one. For example, in an evolution application of 
numerical simulation, the computation scheme can be changed during execution, 
e.g. from asynchronous iterative scheme to synchronous iterative scheme. In this 
case, if the underlying network is Ethernet, for intra-cluster communication, 
Asynchronous micro-protocol will be removed and Synchronous, 
SequencedSegment, PositiveAck, Retransmit, RTTEstimation micro-protocols will be 
added; for inter-cluster communication, Asynchronous, DDCPAck, 
DCCPWindowedCongestionControl, TCPCongestionAvoidance micro-protocols will 
be removed and Synchronous, SequencedSegment, PositiveAck, Retransmit, 
RTTEstimation, DuplicateAck, WindowedCongestionControl, 
TCPNewRenoCongestion- Avoidance micro-protocols will be added.  
 
If the underlying network is Myrinet, the Asynchronous micro-protocol is replaced 
by the Synchronous micro-protocol for both inter and intra-clusters 
communications. 
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Table 2: Composition in micro protocols of the transport layer of P2PSAP 

5.2 Conclusion 
In this chapter, we have presented the implementation steps in detail. Given the 
huge volume of code, we cannot include it in the report.  
As we have seen, changes on P2PSAP were concentrated on the data channel where 
it was necessary to modify the composition of micro-protocols, while changes in the 
control channel remained restricted by the addition of two messages to exchange 
context each hand.  
Finally, it was necessary to add a layer to relay messages between the CTP* layer 
and the Myrinet interface. It is this layer that there is the composite protocol pcp 
MX. 
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Conclusions and Perspectives 

 
In this manuscript, we have presented our contributions to the design and 
development through Cactus framework of a protocol which implements 
communication between machines connected by a Myrinet network. This protocol 
noted composite protocol pcp MX is an extra layer inserted in the graph of the 
protocol stack P2PSAP originally designed on the Ethernet network in order to 
allow rapid update exchange between peers in the solution of numerical simulation 
problems via distributed iterative algorithms.The P2PSAP protocol is used in 
conjunction with the decentralized environment P2PDC for peer-to-peer high 
performance computing.  
 
P2PSAP can configure itself automatically and dynamically in function of application 
requirements like choice of scheme of computation and elements of context like 
topology by choosing the most appropriate communication mode between peers. 
With the addition of pcp MX in the graph of the protocol stack, P2PSAP is also able 
to (re)configure dynamically according to the type of the underlying network. Note 
that this approach is different from the existing communication libraries for high 
performance computing as MPICH / Madeleine [Aumage 2001] in allowing the 
modification of internal transport protocol mechanism in addition to switch 
between networks (Ethernet, Infiniband, Myrinet). 
 
As we saw that this protocol was implemented to allow communications on 
Ethernet or Infiniband or Myrinet networks. So it is important to adapt this protocol 
in such way that can be able to perform a communication in an heterogenic 
environment by two applications respectively on Myrinet and Infiniband network 
communicate via Ethernet network. 
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